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Insight
• Same speaker → embeddings cluster 

• Drift → similarity decreases 

Theory
• Cosine similarity provides a reliable signal 

• Threshold-based classifier has bounded error 

 This result provides a concrete error bound, showing that the classifier’s 

performance improves exponentially as the separation margin (∆) grows. 

Background and Motivation

• Diffusion-based TTS achieves high naturalness and expressiveness 

• Widely used in long-form speech and interactive systems 

• Speaker consistency is critical for user experience 

• Existing evaluation mainly focuses on audio quality

 Gap
• Speaker identity consistency is underexplored

1. Research Background & Motivation

Problem Definition: Speaker Drift
• Speaker drift: gradual identity shift within a single utterance 

• Occurs even with fixed speaker conditioning 

• Different from: 

ospeaker diarization (abrupt changes) 

ospeaker verification (cross-utterance) 

Challenges
• Subtle and continuous 

• Hard to quantify automatically 

• No standard dataset or evaluation

2. Problem Definition

5. Experiments 

Table 1: Comparison of speaker drift detection with related tasks in speaker and TTS research.
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Conclusion
• First automatic framework for speaker drift detection 

• Combines embedding geometry + LLM reasoning 

• Enables scalable evaluation for TTS 

Future Work
• Multilingual and cross-lingual settings 

• Fine-tuned LLMs for better sensitivity 

• Real-world deployment in TTS pipelines

6. Conclusion & Future Work
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Dataset
• Synthetic benchmark with human verification 

• Includes: 

o non-drift 

o abrupt drift 

o smooth drift 

o hard negatives 

Results
• LLM + cosine similarity outperforms baselines 

• Better than: 

o fixed threshold 

o PCA-based embedding input 

Key Numbers
• ~90% F1 (best setting) 

• Consistent gains across LLMs 

Figure 1: Cross-entropy loss and multi-class accuracy as a function of the training epoch for the classical 

and quantum LSTM Part-of- Speech taggers.

Figure 2: Smooth speaker morphing across an utterance. The morphing region 

(3s–6s) involves audio-level cross-fading from Speaker A to Speaker B.

Overview
• Segment synthesized speech into consecutive parts 

• Extract speaker embeddings 

• Compute cosine similarity between segments 

• Use LLM for drift classification 

Pipeline

Key Design
• Use similarity instead of raw embeddings 

• Structured prompt for LLM 

• Reference-free evaluation

3. Proposed Framework 

Table 2: Performance comparison with baselines and ablation studies using different 

audio embedding methods, evaluated using F1 score and pairwise cosine similarity.

Table 3: Ablation study of the 

proposed LLM-driven speaker drift 

detection framework, evaluating the 

impact of different LLM backbones 

and input feature formats.
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